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This chapter presents the specifications that are generally adopted to describe
agents’ economic behaviour. Section 5.1 deals with enterprise investment (fixed and
stockbuilding), which plays a prominent role as a driver of economic fluctuations.
Section 5.2 proceeds with household spending (consumption and residential
investment). Section 5.3 discusses imports, exports, world demand and competi-
tiveness. Section 5.4 covers employment and Section 5.5 wage–price dynamics.
In the process, this chapter surveys the commonly used specifications, including
their theoretical underpinnings and their typical results. The presentation draws
heavily on error-correction equations, as they are intuitive, enlightening and fre-
quently used by practitioners (see Box 5.1). Estimation methods per se are beyond
the scope of this book but are presented in standard econometrics textbooks.

Some of the theoretical mechanisms will be shown to hold up well empirically.
Examples include the effect of expected demand on investment, the effect of
growth abroad on exports, or the influence of wages on prices and vice versa.
Other purported mechanisms are more difficult to document in practice. For
instance, the impact of a change in interest rates on investment and more gene-
rally on aggregate demand is hard to pin down, as is the impact of a wage hike on
labour demand.

The equations presented in this chapter seek to reflect the main determinants of
economic behaviour as they have been observed over the past. They constitute the
backbone of the structural forecasting methods which combine economic reaso-
ning and econometrics (see Section 1.3). When assembled, these equations lead
to the macroeconometric models that can be used to produce overall forecasts
(see Chapter 6).

5.1 Enterprise investment

This section deals with investment by private firms, as opposed to public sector
investment and to residential investment by households. Fixed investment
involves replacing or increasing firms’ productive capital stock (structures and
equipment). Stockbuilding instead is the change in the volume of inventories held
by firms and has its own laws of motion.
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Box 5.1 Error-correction models: a primer

Error-correction models (ECMs) enable analysts to account both for the links between
economic variables over the long run and for the short- or medium-run dynamics around
these equilibrium relationships. They are well suited to the statistical properties of macro-
economic time series, in particular as regards their frequent non-stationarity.

First recall the following definitions:

● A stochastic process is said to be (weakly) stationary if its first and second moment
(mean and covariances) are constant over time.

● A process is said to be integrated of order 1, and is denoted I(1), if it is non-stationary
and if differenced once it becomes stationary, that is, I(0); likewise, it is I(d) if it needs
to be differenced d times to become stationary.

● A set of I(d) processes are said to be cointegrated if at least one linear combination of
these processes is stationary.

The existence of such a cointegration relationship is the statistical counterpart of an
economic equilibrium between the variables under consideration. For example, consump-
tion and income are generally considered to be both I(1), but the ratio of consumption to
income – the average propensity to consume – may be I(0): if so, while consumption and
income grow indefinitely, and partly randomly, their ratio only temporarily deviates
from its long-run average.

Economic theories suggest that a priori many such relationships may exist: between the
capital stock and GDP, between prices, wages and productivity, between exports, world
demand and the relative price of exports, and so on. The empirical relevance of these
various equilibrium relationships has to be examined using cointegration tests.

When several variables are cointegrated, this relationship does not hold exactly at all
times. That would only be the case in a fictional economy devoid of any disturbances and
where each variable would expand at a constant rate. In practice, unanticipated shocks
and variable adjustment lags entail deviations from these long-run paths. The difference
between the cointegrating linear combination and its long-run mean then measures the
distance from equilibrium. The idea underlying ECMs is that when there is such a gap,
forces tend to pull back the relevant variables towards equilibrium.

Consider the example of consumption and suppose that the saving ratio (equal to one
minus the average propensity to consume) is stationary. Then one cointegration relation
can be c � y, where c is consumption and y income, both in logarithms. Let U denote the
unemployment rate; an ECM of consumption could then be written as:

	ct � � � �	yt � 	Ut � 	(ct�1 � yt�1)

The term 	(ct�1 � yt�1) is the error-correction term, where 	 stands for the adjustment in
each period back towards equilibrium. If there were no other term in the equation, one
would simply have a partial adjustment model. In addition, the short-run dynamics of
	ct is captured by the term �	yt, which increases the speed of convergence towards the
long-run equilibrium, and by the term 	Ut, which is added in to illustrate that variables
that are not part of the long-run relationship may nonetheless have an impact over the
short run.

The equation could also include other dynamic terms, such as lagged changes in con-
sumption and income or other stationary variables. In fact, the selection of the appropri-
ate specification is largely an empirical question. The practice is usually to include
variables which seem sensible from an economic standpoint and which prove to be sta-
tistically robust, while ensuring that the equation residuals eventually be approximately
white noise.



5.1.1 Fixed investment

The dynamics of investment are often considered to be at the core of the economic
cycle. In the traditional view, investment accelerates during a recovery, when
capacity is deemed insufficient to meet future demand, and declines when the
slowdown begins and the need for capital is more than met. Investment thus both
reflects and drives the economic cycle: it depends on the fluctuations in demand
and, at the same time, is a major contributor to these ups and downs. It is these
underlying dynamics of investment that the econometric analysis seeks to cap-
ture, discounting high-frequency movements which affect investment erratically
(for example in the case of bunched aircraft deliveries).

A variety of theories may guide the econometric specification of investment
demand (see Box 5.2). Most of them derive an expression for firms’ optimal capital
stock, which is generally considered as a long-run target. The determinants of the
optimal capital stock vary according to the approach but the following are usually
emphasised:

● Expected demand (for the goods or services that the capital under consideration
will help produce), leading to the principle of the ‘accelerator’;

● The user cost of capital, defined as the cost of renting one unit of capital;
● Firms’ financial situation, as revealed inter alia by the level of profits;
● Their ‘profitability’, defined as the difference between expected return and

capital cost.

In practice, econometric tests almost always corroborate the notion that
demand is one of investment’s main determinants (Chirinko, 1993). In contrast, it
is often more difficult to find a robust relationship with the other factors. One
problem is that the time needed for capital to adjust to them is often considerable
compared to the length of the available data set. Besides, investment may be dri-
ven by a variety of other considerations, depending in particular on the type of
capital considered (new technologies versus old ones for instance). As a result, the
specifications used in practice in forecasting are fairly parsimonious, given the
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More generally, when a group of I(d) variables admits a single cointegration relation-
ship, it can be shown that each of them has an error-correction representation akin to the
example above (this is the so-called Engle and Granger representation theorem). When
there are several cointegration relationships, each error-correction term may affect the
evolution of all the other variables.

Note also that an equation in which only the level of variables would appear (here,
regressing the level of consumption on the level of income) would allow to identify the
cointegration relationship between these two variables, but would not accurately depict
the short-run fluctuations in consumption. Conversely, an equation featuring only first
differences of these variables might properly account for their short-run dynamics but
would overlook their tendency to move towards the long-run equilibrium when they are
away from it. The usefulness of ECMs may be limited for short-run forecasts, however,
since gravitation towards the long-run equilibrium is often relatively slow. Hence, ECMs
are in principle more relevant for longer forecast horizons.
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Box 5.2 Investment and the capital stock: theories

There are at least five different theoretical approaches to investment, understood as the
outlays necessary to increase the stock of capital, over and above depreciation through
wear and tear or obsolescence:

● The accelerator model: if the desired capital–output ratio is a constant k (usually,
k � 1) and if GDP is expected to rise by x per cent, the required stock of capital will
rise by kx per cent of GDP; with investment averaging, say, one-fifth of GDP, the per-
centage point increase in investment (5kx) needed to raise the capital stock to its new
desired level is much larger than the percentage point increase in GDP. This model
captures the stylised fact that investment ‘accelerates’ in response to a variation in
output and is therefore more volatile. It can be augmented to take into account the
cost of capital and construction lags.

● The effective demand model: firms are assumed to minimise costs for a given level of
production. The optimal capital stock then depends on the latter (proportionately
in the case of constant returns to scale) and on the cost of capital relative to the cost
of labour.

● The neo-classical model: under perfect competition, a firm maximises its profits by
equalising the marginal product of capital and its cost. The corresponding equation
could be seen as giving the optimal level of capital, the two determinants being the
level of production and the real cost of capital. But the optimal level of output itself
depends on the profit maximisation programme. To solve it, two cases need to be dis-
tinguished. Under decreasing returns to scale, the optimal level of capital ultimately
depends on the (real) cost of labour and capital; empirically, however, such a specifi-
cation without a demand term tends to perform poorly. Under constant returns to
scale, the optimal level of capital remains undetermined, since profits are zero at any
level of output; only the optimal capital–output ratio can be determined, which
empirically is of no use to pin down the level of capital.

● Imperfect competition models: under imperfect competition and with a constant
price-elasticity of the demand for goods, each firm maximises profit by jointly deci-
ding on its prices, the quantity of factors used in production and its level of output,
while considering aggregate demand as an exogenous variable. In this framework,
aggregate demand and the real cost of capital are the ultimate determinants of aggre-
gate investment.

● Models based on Tobin’s q theory: firms invest as a function of the difference between
the expected return on the new investment and the cost of its financing (or the return
on a financial asset, if the firm does not need to borrow to invest). This difference is
defined as profitability. While in principle it is constant over the long run, it can vary
in the short run, leading to investment cycles.

In addition, one generally considers that investment is sensitive to firms’ financial
situation, and specifically to their short-run liquidity position, as documented for exam-
ple by Ashworth and Davis (2001) for the G7 countries. Indeed, firms may not have
unrestricted access to external financing, owing to various credit and capital market
imperfections. The current level of profits may therefore influence investment, insofar as
profits allow an increase in the share of the project that can be financed by internal
cash flow, and facilitate access to outside finance. This, however, pertains more to the
feasibility than to the desirability of investment.



diversity of the theoretical explanations. They principally rest on the accelerator
mechanism, although profits, the user cost or profitability are sometimes also
taken into account.

A typical ECM equation for the stock of capital is:

	kt � � � �j	kt�j � �j	yt�j � �(kt�1 � �kyt�1) � kzk
t (5.1)

Similarly, for investment a typical ECM equation is:

	it � � � �j	it�j � �j	yt�j � �(it�1 � �iyt�1) � izi
t (5.2)

where k, i and y are the logarithms of the capital stock, investment and a variable
standing for aggregate demand, while zk and zi are vectors of other explanatory
variables (which may play a role in the short-run dynamic term of the equation as
well as in the long-run one, but are subsumed in a single vector here, for the sake
of simplicity).

In practice, the dependent variable can be either the stock of capital K or the
flow of investment I. The first option comes closest to the usual theories, based on
the concept of an optimal capital stock. The second option has the advantage of
not requiring a series for the stock of capital, which is important, given how diffi-
cult it is to measure capital properly and the poor quality of many capital stock
series. It is also possible to adopt a specification in terms of the rate of accumula-
tion of capital, I/K, since:

It � Kt � (1 � �t)Kt�1

where �t is the rate of depreciation. The latter is usually treated as exogenous and
projected by extrapolating past depreciation rates. This formulation is very close to
one in 	k, since 	k � 	log K � 	K/K � I/K � �, where the depreciation rate is
assumed to be constant.

While the long-run relationship in equations (5.1) or (5.2) is generally associa-
ted with one of the above theories, their dynamic part can be interpreted in two
ways. On the one hand, it reflects the existence of technical or organisational
delays when installing new equipment, implying that it is not possible to jump
immediately to the optimal level of capital: building a factory, for example, can
take years. On the other hand, it is necessary to take into account the time it takes
to reach the investment decision itself. The purchase of expensive machinery or
the creation of a new plant are risky and largely irreversible decisions. To go ahead,
entrepreneurs and those who finance them need to be confident enough that
the investment will be profitable. In practice, these different types of lags cannot
be distinguished lest the equations become excessively complicated. The dyna-
mics are therefore estimated globally, letting the data determine the adjustment
coefficients. One may expect, in particular, that some of the factors considered
here, such as the cost of capital or profitability, have their full impact only
if they are sustained for quite some time. Hence, one should not expect the

�j�j
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coefficient � to be high, especially for specifications in terms of capital stock or
rate of accumulation.

It is worth discussing the various explanatory variables in greater detail, starting
with the most consistently significant one, namely demand. Different measures of
demand are used in practice, including gross output, value added and GDP. Since
the left-hand-side variable is enterprise investment, it may be preferable, however,
to focus on demand of the private sector, rather than overall demand. Econometric
estimates usually confirm the accelerator mechanism described in Box 5.2, that is,
that in the short run investment increases more than proportionately in response
to rising demand. This pattern explains why investment tends to be so volatile and
pro-cyclical. Typically (albeit far from universally), a sustained one per cent
increase in demand would translate, after a lag of two to four quarters, into a 2 to
2.5 per cent increase in investment. The capital stock instead reacts much less
rapidly, with an average adjustment lag of 5 to 10 years. Lastly, it is often consi-
dered that the capital–output ratio and the investment ratio should be stable
over the long run, as predicted by constant returns-to-scale growth theories
(see Section 7.2). This is indeed more or less the case in practice. It can be tested by
testing the restriction �k � 1 or �i � 1 in the long-run term of the above equations.

The user (or rental) cost of capital is the second determinant of investment. In
practice, it is sometimes proxied by an interest rate. But its usual definition –
consistent with a set-up where the value of the firm is maximised – is:

Ct � (1 � Rt)Pi
t�1 � (1 � �)Pi

t � Pi
t(Rt � � � �t)

where Pi is the investment deflator, Rt the nominal interest rate and �t inflation.
In words, the cost of one unit of capital in period t has three components: the unit
of capital, which is bought in t � 1 at the price Pi

t�1; the interest rate Rt, which
reflects the cost of borrowing funds (or by which the firm’s own funds would other-
wise have been remunerated); and the value of the capital stock that remains after
depreciation (1 � �) and that can be sold in t at price Pi

t.
This formula can be augmented to take taxes into account. This can make a big

difference, as suggested by Cummins et al. (1996), who document that in many
OECD countries taxes do matter at the firm level. Even so, the impact of taxation
is often ignored in practice because estimating the relevant effective tax rates,
which often vary frequently over time, is very complicated.

The way this is taken into consideration when conducting empirical estimations
reflects to some extend the theoretical views of the forecaster. As noted in Box 5.2
for the neo-classical model, the optimal capital stock depends on the real cost of
capital. The latter may be measured as the ratio of the nominal user cost divided
by the price of the produced goods. In Keynesian models stressing the role of
demand, the optimal capital stock rather depends on the cost of capital relative to
that of labour. Numerous empirical studies have attempted to find evidence sup-
porting one or the other approach, and to quantify the elasticity of substitution
between capital and labour. The results are mixed because of several practical com-
plications over and above the difficulty of estimating the incidence of taxation.
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Which interest rate should one use? Should it include a risk premium, and if so,
how large? Is the price of investment, notably that of computers, adequately mea-
sured? If the cost of labour enters the picture, what is a good assumption for the
evolution of labour productivity? In addition, adjustment lags imply that changes
in factor costs only very gradually affect the production–input mix. It is easier to
document substitution between capital and labour at the microeconomic level,
but then the results cannot be readily extended to the macroeconomic level.

Profits also influence investment, because current profits may be seen as
foreshadowing future profits, rendering investment more attractive, or because pro-
fits improve firms’ cash flow and allow them to finance a significant share of invest-
ment using retained earnings, which makes a difference when firms lack unfettered
access to outside funding. Models where investment depends both on demand and
profits are referred to as accelerator-profit investment models. The most commonly
used empirical measure of profits is the profit rate, defined as the gross operating
surplus divided by the capital stock valued at replacement cost. Another option is to
use real profits (the gross operating surplus divided by the value added deflator).
Profits can also be measured in net terms, meaning deducting consumption of fixed
capital. They can also be calculated after taxes, meaning after subtracting corporate
income taxes. The significance of the chosen profit indicator can be tested in the
short-run as well as in the long-run term of the investment equation.

Accelerator-profit investment equations can work well for forecasting purposes,
and are therefore popular. Yet, they have some drawbacks. First, the cost of capital,
or even simply the interest rate, is ignored. Given that investment is generally
thought to be sensitive to changes in interest rates, this is a problem, notably
when analysing the short-run effects of monetary policy. Second, it is difficult to
disentangle the impact of demand and that of profits, given that the two are
highly correlated. Last but not least, profits themselves are hard to predict with
accuracy, particularly if after-tax profits are considered, which fluctuate a lot and
are affected by firms’ efforts to minimise the tax burden and smooth it over time.

Profitability, as the difference between the expected return on new investment
and its cost, overcomes the first of these problems. The most frequently used indi-
cator of profitability is Tobin’s q, which is the ratio of the stock market valuation
of a firm (or group of firms) to the replacement value of their capital stock. Firms
invest until, at the margin, q equals one.1 An alternative indicator, proposed by
Malinvaud (1983), is the difference between the after-tax profit rate net of depre-
ciation and the long-term interest rate. These two indicators are in fact equivalent
when stock prices correctly price in future profits (then the profit rate equals
the interest rates times Tobin’s q). Malinvaud’s indicator is not sensitive to stock
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1 The intuition underlying q theory was articulated by Keynes (1936): ‘daily revaluations
of the Stock Exchange … inevitably exert a decisive influence on the rate of current invest-
ment. For there is no sense in building up a new enterprise at a cost greater than that at
which a similar existing enterprise can be purchased; whilst there is an inducement to spend
on a new project what may seem an extravagant sum, if it can be floated off on the Stock
Exchange at an immediate profit.’



market over- or under-valuations, but whether this is an advantage in this context
is a moot point, since investment cycles are precisely influenced by stock market
bearishness or bullishness.

In principle, profitability should sum up all the determinants of investment: if
a project is profitable, it should be undertaken. But empirically, investment equa-
tions solely containing profitability on the right-hand side perform rather poorly.
One reason may be that the above indicators capture average rather than marginal
profitability, whereas investment is driven by the latter. But marginal profitability
cannot be directly observed at the macroeconomic level. A more pragmatic
approach is then to test the significance of (average) profitability alongside the
traditional accelerator effect.

5.1.2 Stockbuilding

Inventories can comprise raw materials, energy, semi-finished products and fi-
nished products that have yet to be sold. Although the level of inventories is small
relative to GDP, arithmetically, they contribute significantly to the high-frequency
cyclical ups and downs. Blinder (1990) even goes as far as to write that ‘business
cycles are, to a surprisingly large degree, inventory cycles’. Yet, stockbuilding is a
very noisy series, which is hard to analyse and forecast.

Recall first that it is not the level of the stocks S but stockbuilding 	S that is
added to the components of final demand FD (consumption, fixed investment
and net exports) to form GDP, noted Y:

Y � 	S � FD

Information on inventories is relatively poor, which complicates their analysis.
Indeed, in many countries, the national accounts, especially at the quarterly
frequency, partly estimate stockbuilding as a residual, namely as the difference
between GDP estimated from the supply side and GDP estimated as the sum of the
components of final demand.

Therefore, in addition to its intrinsic volatility, inventories contribute signifi-
cantly to cyclical fluctuations, as illustrated in Figure 5.1 in the case of the United
States. The decline in stockbuilding during the latest downturn in 2001 for exam-
ple was larger than the contraction in GDP. In general and over longer periods
than shown here, stockbuilding tends to be pro-cyclical, although at times it may
clearly exert a counter-cyclical influence. Formally, its contribution to output
growth can be computed by differencing the above equation. Dividing by GDP,
this yields:

	Y/Y � 	2S/Y � 	FD/Y

While stockbuilding tends to be pro-cyclical, this does not necessarily imply
that it magnifies output fluctuations. That depends on whether stockbuilding
tends to amplify the movements in GDP in response to variations in final demand,
or to dampen them. In the former case, output should be more volatile than 
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sales – Var (Y) � Var (FD) – and stockbuilding should be positively correlated with
final demand – Cov (	S, FD) � 0. In the latter case, the opposite should hold.
Empirical tests tend to favour the amplification hypothesis, but results vary over
time and across countries, and are not clear-cut.

Theory itself is ambivalent, with two competing views of stockbuilding:

● One is that the accumulation or decumulation of inventories is a voluntary
response on the part of firms to expected fluctuations in demand. If a firm
anticipates rising demand, it will increase its inventories ex ante, with a view to
be able to meet the extra demand whilst keeping the inventories to demand
ratio roughly constant ex post. In the case of adaptive expectations, an increase
in demand causes an increase in expected demand, and therefore in invento-
ries. This notion of an ‘inventory accelerator’ is consistent with the first of the
above empirical hypotheses.

● Alternatively, inventories are seen as a buffer. Faced with changes in demand,
firms can draw down or build up inventories so as to smooth the level of pro-
duction over time. This helps maximise profits insofar as production is subject
to a fixed schedule of increasing marginal costs (though the costs of holding
stocks should also be considered, as discussed below). Inventories would then
decline in response to an unanticipated demand surge, and vice versa. At first
glance, this seems to be consistent with the second of the above hypotheses.
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Source: US Bureau of Economic Analysis.

Figure 5.1 Stockbuilding: contribution to US GDP growth
(quarter-on-quarter, seasonality adjusted annualised rates of change)



In reality, the two views can be reconciled to some extent, by distinguishing
anticipated and unanticipated changes in demand. An unanticipated rise in
demand may first lead to a decline in inventories, if it is too expensive for the firm
to step up production rapidly. But if the higher level of demand has been antici-
pated to last, some restocking may be undertaken and the inventories-to-output
ratio will rise (especially if ex post the upturn in demand proves to be more
ephemeral than foreseen). In the end, it is thus mainly the gap between actual and
expected demand that (negatively) influences stockbuilding.

Empirically, one way to exhibit these effects is to run the following type of
equation, where the i denote the statistically significant lags:

	St � �i	St�i � �i	FDt�i

Generally, the coefficients are then interpreted in light of the above considera-
tions. In particular, �0 measures the contemporaneous correlation between stock-
building and the change in sales. A priori, a negative sign for �0 is consistent with
the production-smoothing/buffer-stock view, and a positive sign with the amplifi-
cation view. In the latter case, however, it may be that short-run buffer effects are
actually at work but that the frequency of the series used is insufficient to show it,
especially if the series is an annual one. When the equation is run on quarterly
data, one often obtains a buffer effect over the very short run (�0 � 0) and an
accelerator effect over more distant horizons (for i 
 1, �i � 0 and �i�i � ��0).

Other possible explanatory factors can be brought in, notably speculative
behaviour: firms may wish to build up inventories if they expect that their value
will rise more than enough to offset the cost of financing them, the latter being
directly related to the level of interest rates. This warrants testing a real interest
rate variable in the equation, calculated as the nominal interest rate minus the
anticipated increase in the output price (often proxied by the recently observed
increase). The sign of the associated coefficient is expected to be negative: the
more costly it is to carry inventories, the lower they will be. If that fails, one can
try to quantify the influence of the nominal interest rate and the inflation
rate separately, the expectation being that the coefficient for the former will be
negative and the coefficient for the latter positive.

On the whole, this type of equation does not perform that well, however, not
least because of the crude and purely backward-looking way in which expectations
of demand are introduced. One alternative is to relate the evolution of inventories
to business survey results, for example to businesses’ sentiment on future demand.
This helps forecast them over the very short run, but not beyond, as it would be
hazardous to forecast business sentiment itself. Another solution would be to
define a long-run target for the inventories/sales ratio, for instance by extrapola-
ting its recent trend.

5.2 Household spending

Household spending is by far the largest component of aggregate demand, and there-
fore plays a central role in forecasting the cycle. It includes current consumption,

�i�i
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purchases of durables (cars in particular) and spending on new housing. The latter
is usually treated as a category on its own, labelled residential investment. Purchases
of durables are sometimes also analysed separately, as they do not behave like the
rest of household consumption (see for example Palumbo et al., 2002).

5.2.1 Household consumption

As explained in Chapter 2, there are two measures of household consumption:
final consumption expenditure, which encompasses all purchases of goods and
services, and a broader one which also includes final consumption expenditure of
the non-profit institutions serving households and that of the general government
that can be attributed to households individually. The focus here is on the former,
which is more closely linked to household income. Generally, it represents well
over half of GDP. When durables are treated separately, consumption in the equa-
tion below is restricted to expenditure on non-durable goods and services.

The Keynesian approach has emphasised the link between consumption and
current income and the associated multiplier: an increase in activity, driven for
example by rising investment, boosts income and therefore consumption, which
in turn amplifies the initial increase in activity. In this framework, current house-
hold income is a key determinant of consumption. Subsequent theories, however,
have highlighted other factors. Specifically, according to the permanent income
hypothesis (Friedman, 1957) and the life-cycle hypothesis (Ando and Modigliani,
1963), households’ consumption decisions are governed by the present value of
their wealth, which alongside current income takes into account expected future
income streams as well as existing assets holdings. Households are thus described
as smoothing consumption over time, saving when their income is relatively high
(in mid-career for instance) and borrowing, or dissaving, when it is low (youth and
retirement).

This analysis can be enriched by bringing in liquidity constraints, unequal
access to credit, bequest motives, risk aversion and uncertainty (notably about life
expectancy), but the basic intuition can be tested by running an equation of the
following type:

	ct � � � �i	ct�i � �i	yt�i � �(ct�1 � 	yt�1) � zt (5.3)

where c is the volume of consumption and y real income, both in logarithms, and
z is a vector of other explanatory variables which may be relevant over the short
or longer run, including real wealth, inflation, real interest rates and unemploy-
ment. Consider each of these in turn.

Income is usually defined as household disposable income, that is, the income
left after taxes and social contributions have been deducted. Hence, the equation
indicates how households divide their income between consumption and saving.
Income itself is sometimes split up in wages, current income from assets (including
dividends and interest, but not capital gains) and transfer income (social benefits),
as the propensity to consume may vary across these different components. In par-
ticular, it is usually deemed to be lower in the short run for asset-related income.

�i�i
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If the equation does not contain any wealth term, it is natural to test whether the
long-run elasticity of consumption to income (	) equals 1. If this is the case, the
long-run component of the equation implicitly defines a target for the saving rate,
which can be constant or depend on the long-run component of z. The short-run
coefficients (�i, �i) indicate how fast consumers react to changes in income, thus
providing an empirical characterisation of consumption-smoothing behaviour.
The mean lag for the adjustment of consumption to income is typically on the
order of one year.

While income clearly influences consumption, using equation (5.3) for forecas-
ting purposes is not straightforward, since income itself then needs to be fore-
casted with sufficient accuracy. But income depends on activity, which in turn
depends on consumption. Proper forecasting thus requires looking jointly at con-
sumption, activity and income. This can be done using a full macroeconomic
model (see Chapter 6) or iterations between the various elements of the forecast,
until it has converged.

Furthermore, some components of income are difficult to assess, notably stock
options. Also, households’ perception of their income may matter more than actual
income. Consider realised capital gains. In the national accounts, they are not con-
sidered as income, but as a change in the composition of wealth. However, the
taxes levied on these capital gains are deducted from income. This treatment, while
it has its logic, probably does not reflect households’ perception of their income.

Alongside income, wealth plays a role in determining consumption, referred to
as the ‘wealth effect’. For instance, the positive wealth effect witnessed in the late
1990s, as stock and housing market valuations rose, helped explain the decline in
the saving ratio in the United States at the time. Wealth effects have also been do-
cumented in the United Kingdom and in Continental Europe, even if they seem to
be somewhat less strong in the latter case. There is also evidence that the potency
of wealth effects has tended to rise over time, not least because financial liberali-
sation, by easing liquidity constraints, has facilitated inter-temporal consumption
smoothing (Boone et al., 2001).

The wealth variable used should in principle represent households’ net wealth
(assets minus liabilities), in real terms. But as timely data are at best incomplete,
proxies are often used: for instance, financial wealth would be proxied by the ca-
pitalisation of the stock market (which does not include bonds nor unlisted secu-
rities), or simply by stock price indices. A key distinction is between financial and
housing wealth. Empirical studies carried out on large samples of OECD countries
suggest that these two types of wealth may have different effects on consumption.
Indeed, a rather general view is that consumption could be more sensitive to
changes in housing wealth than in stock wealth, as showed by Case et al. (2003) as
well as Pichette and Tremblay (2004). But several uncertainties surround both
these estimates and their underlying theoretical assumptions, as pointed out by
Ludwig and Sløk (2004). In addition, Byrne and Davis (2003) find that illiquid
components of net financial wealth (securities and pension savings on the asset
side, mortgage debt on the liability side) tend to be more important long-run
determinants of consumption than the liquid ones.
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The inclusion of a wealth variable in equations such as (5.3) tends to weaken the
sensitivity of consumption to current income, although often not by that much,
suggesting that, all told, the strength of wealth effects is limited. It is also possible
to test whether the sum of the long-run elasticities of consumption to income and
wealth equals 1, and to impose this as a constraint if the data corroborate this
assumption. This would mean, quite logically, that a one per cent increase in
income and in wealth will push consumption up by one per cent over the
long run.

In sum, the presence of a wealth term is satisfying from a theoretical standpoint
but may not help much with forecasting consumption. Measurement errors may
be very substantial and forecasting wealth (in particular asset prices) is perilous,
not to mention that there is much disagreement on the exact potency of wealth
effects. And while it makes sense to believe that rising wealth should ultimately
boost consumption, the timing of the impact is quite uncertain (Poterba, 2000).

Turning to inflation, it has an obvious impact on consumption, since house-
holds’ purchasing power and wealth is eroded by increases in the general level of
prices. But, even though consumption and wealth are therefore expressed in real
terms in equation (5.3), inflation may need to be included on the right-hand side,
owing to two possible additional effects. One is that expected inflation could
encourage households to frontload purchases. The other goes in the opposite
direction and is called the ‘Pigou effect’: inflation eats into households’ real ba-
lances (since liquid assets are not indexed one-for-one to inflation), which will be
restored by higher saving. Empirically, the second effect of inflation dominates. In
fact, the early Keynesian consumption functions that simply related c to y failed to
capture the increase in the saving rate in the main advanced countries in the
1970s, which retrospectively was interpreted as a consequence of the Pigou effect
in a context of rising inflation (Davidson et al., 1978).

On this account, rising inflation depresses consumption both through a reduc-
tion in real income (if nominal income is not fully indexed) and via the real ba-
lance effect. Since the mid-1980s, however, the macroeconomic environment in
OECD countries has changed: central banks have gained more independence and
inflation, as well as inflation expectations, have declined to low levels and have
remained there. In addition, the Pigou effect is somewhat analogous to a negative
wealth effect (with real wealth losses stemming from higher inflation in this par-
ticular case) and may therefore already be captured by the inclusion of a wealth
variable in the consumption equation. Therefore, econometric estimates some-
times fail to document any real balance effect.

Real interest rates are another important variable to consider in equation (5.3).
They may affect household consumption in several ways, through a substitution,
an income and a wealth effect. First, a rise in the real interest rate means that
the present value of future consumption declines compared to that of current con-
sumption: this substitution effect causes saving to increase. But at the same time,
an income effect is also at work: the interest rate hike boosts the return on house-
holds’ saving, thus easing their budget constraint and allowing for higher con-
sumption both in the present and in the future. The key reason is that households’
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financial assets on aggregate exceed their liabilities. As net creditors, their interest
income increases following a rise in interest rates, exceeding the adverse impact of
higher debt service. Finally, higher interest rates may affect consumption via a third
channel, by reducing the value of the assets – stocks, bonds but also housing – held
by households. The ensuing negative wealth effect can be expected to depress
consumption.

Which of the effects dominates is an empirical question. In practice, econo-
metric estimation tends to be carried out using real long-term interest rates –
though measuring real long-term rates is difficult since ideally one needs to
consider long-term inflation expectations. In addition, a short-term rate is also
occasionally introduced. Indeed, in some countries – notably the United Kingdom
and Australia – short-term interest rates play a more prominent role, given that
bank lending to households is largely at variable rates.

A number of other variables may impact consumption. Unemployment U, in
addition to influencing current income (which is already captured in y), reduces
expected future income, and therefore current consumption, according to the per-
manent income hypothesis. Unemployment also adds uncertainty, prompting
risk-averse households to increase their precautionary savings. Hence, it is sensible
to test for the significance of 	U in the short-run component of the equation, and
of U in the long-run component.

Lastly, dummy variables may improve the quality of the econometric estimates
by explicitly taking into account policy measures or exceptional events ignored in
traditional consumption equations. One example are the time-bound incentives
introduced by several OECD countries during the 1990s to stimulate purchases of
new and less polluting automobiles, which temporarily boosted the acquisition
of durables. Another example is weather conditions: an unusually cold winter for
instance would drive up energy consumption (which represents a sizeable share of
overall household consumption). Once again, this has to be tested empirically,
since the impact of these sectoral effects on total consumption may also depend
on cross-sector elasticities (higher car purchases could be compensated by lower
consumption of other items).

5.2.2 Residential investment

Residential investment includes households’ purchases of new housing as well as
their spending on major improvement of existing dwellings. It represents a large
chunk of household investment (which inter alia also includes unincorporated
business capital formation if the self-employed are included in the household sec-
tor, as recommended by international national accounts guidelines). As illustrated
in Figure 5.2, residential investment is far more volatile than GDP or household
consumption. Looking at a longer time span, it tends to move pro-cyclically in
many countries, although this was somewhat less the case in the latest downturn
because of historically low interest rates.

From a theoretical standpoint, residential investment can be thought of in
life-cycle terms, like consumption. The relevant determinants a priori include
households’ real gross disposable income y, real wealth and the real interest rate r.
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Generally, an equation of the following sort is estimated:

	kt � � � �i	kt�i � �i	yt�i � �(kt�1 � 	yt�1 � �rt�1) � zt (5.4)

where y and the (real) stock of housing k are in logarithms and the vector z
includes other explanatory variables, such as the relative price of housing (which
influences households’ arbitrage between housing and consumer goods or services).

Note that equation (5.4) models the stock of housing rather than investment in
housing. However, it is possible to model the accumulation rate instead, or the
investment flow since, as for business fixed investment, It � Kt � (1 � �t)Kt�1. In
addition, it is often not convenient to rely on balance sheet information, which
comes out with long lags. An alternative is to construct an ad hoc series for the
stock of housing, using the permanent inventory method, which starting from the
stock in a base year (K0) adds up the subsequent net investment flows to get Kt.

The deflator used in this context is ideally the residential investment deflator
though it can also in practice be some index of house prices. A rise in the real inte-
rest rate is expected to have a negative impact: it increases the cost of purchasing
housing for households who borrow to finance the acquisition, whilst for owners
renting out property it reduces the relative return on housing. The real interest
rate is included here in the long-run component of the equation but can also or
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Source: US Bureau of Economic Analysis.

Figure 5.2 US GDP, household consumption and residential investment
(quarter-on-quarter, seasonally adjusted annualised rates of change)



alternatively feature in the short-run component. It is typically a long-term inte-
rest rate, except in countries where mortgages are predominantly at variable rates,
such as the United Kingdom (see Miles, 2003).

A major problem with equations like (5.4) is that residential investment is much
more volatile than any of its putative determinants: some of the brutal swings in
residential investment cannot be fully explained by the relatively smoother evolu-
tion of real incomes and even of interest rates. The only way to do so would be to
have highly variable short-run elasticities. But this would be technically difficult
and in any event hard to justify theoretically: why would decisions to purchase a
new house, which are eminently long-run decisions, be so sensitive to the short-
run ups and downs in income? Part of the explanation may have to do with the
occasional presence of real estate market bubbles. How banks lend to households,
as opposed to firms, may also play a role.

The basic model has been augmented in several ways. Demographics have been
incorporated, to reflect the observation that younger working-age cohorts invest
more than retirees (Lindh and Malmberg, 2002). Attempts have been made to fac-
tor in the numerous tax and other incentives that in most countries influence the
housing market (tax breaks, subsidies, low interest rate loans). However, it is very
difficult to properly quantify them in the context of a regression, and they may
affect house and land prices more than the volume of housing consumption or
home-ownership rates (Hendershott and White, 2000). Another and partly related
avenue for improving equation (5.4) has been to model the psychological factors
impinging upon investment decisions. Income or interest rate developments may
affect households’ mood and inclination to take the risk involved in the purchase
of housing. One way to incorporate this dimension is to include unemployment
(U or 	U) on the right-hand side, like for consumption. Lastly, the impact of mort-
gage financing arrangements has been explicitly factored in. In the US case, their
liberalisation and integration into the broader financial markets appear to have
contributed to reducing the volatility of residential investment (McCarthy and
Peach, 2002).

To conclude, it should be noted that over short horizons (a year or less), the
econometric approach is generally less helpful for forecasting purposes than
extrapolation based on variables that are known to foreshadow residential con-
struction (such as building permits), taking into account the usual gestation lags
in this sector (see Chapter 3 and Section 10.1).

5.3 Imports and exports

The theoretical background for foreign trade equations is relatively uncontrover-
sial. On the import side, the standard underlying model features a representative
consumer facing the choice between a foreign and a domestic good, which are
imperfect substitutes, and deciding how much to spend on each. Utility maximi-
sation subject to the budget constraint allows derivation of the demand for
imports as a function of real income and the relative price of imports. Export
behaviour is analysed symmetrically, as the imports from the rest of the world.
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Exports therefore are a function of world income and their relative price. Hence,
two variables take centre stage in empirical foreign trade equations: a demand
variable and a variable measuring the competitiveness of domestic production.

The specifications used sometimes split up goods and services. Within the goods
category, they often concentrate on manufactures. Indeed, data are available more
rapidly for goods, and the econometric fit is often better. As to manufactures, they
tend to reflect the economic cycle more closely, given that services and non-
manufacturing goods encompass items that are less cyclically sensitive (such as
energy, financial services and tourism).

The typical equations for real imports (m) and exports (x), both in logarithms, are:

	mt � �m � �m
i 	mt�i � �m

i 	yt�i � �m
i 	cm

t�i

� �m(mt�1 � 	myt�1 � �mcm
t�1) � �mt � mzm

t (5.5)

	xt � �x � �x
i	xt�i � �x

i	y*t�i � �x
i	cx

t�i

� �x(xt�1 � 	xy*t�1 � �xcx
t�1) � �xt � xzx

t (5.6)

where y is now domestic demand, y* foreign demand, cm import competitiveness,
cx export competitiveness (all in logarithms), t a time trend and zm and zx vectors
including other relevant variables, such as the domestic capacity utilisation rate.
Consider each of these in turn.

Starting with demand and the import equation, y is often defined empirically as
total aggregate demand, including exports, rather than GDP or domestic demand.
This enables taking into account the import content of exports, which in small
open economies is large (and even very large in countries such as the Netherlands
or Belgium). It is often useful to distinguish the different components of demand
(consumption, investment and exports) since the associated propensities to
import differ: in particular, the import content of investment is roughly twice that
of consumption in a number of OECD countries, and the import content of
exports is higher than that of consumption (Claus and Li, 2003).

The estimated coefficients 	m and �m
i show how aggregate demand is distri-

buted between imports and domestic production. This is important in practice:
high �m

i coefficients imply that demand shocks (say, a fiscal boost) will largely leak
out to trading partners, and that the stimulative impact on domestic activity will
be limited.

On the export side, there are no readily available indicators of demand, so they
need to be constructed. A shortcut is to proxy world demand addressed to the
country under consideration by world GDP. But it is better to take into account the
country’s foreign trade structure, and to estimate how rapidly exports would
grow if market shares remained unchanged (see Box 5.3). This provides a number
for export market growth facing the national economy under consideration. The
evolution of market shares is then captured in equation (5.6) by the competitive-
ness term.

A time trend is often included in the import equation in order to take into
account the growing openness of economies (that is, the tendency for the ratio
of imports to GDP to rise). This reflects the gradual dismantling of tariffs, the
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mounting importance of multinational firms and increasing specialisation. These
factors are difficult to quantify but a time trend can serve as a proxy. The associa-
ted coefficient is of course expected to be positive. The time trend is usually
introduced linearly, but can also be represented in a more general function, to
reflect that the scope for and pace of further opening could decrease as openness
rises. The inclusion of such a trend tends to reduce the apparent elasticities of
imports to domestic demand, especially over the long run. In the absence of a
trend, estimates often point to long-run elasticities as high as 2 or 3, while, with a
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Box 5.3 World demand

World demand in period t, WDt, is defined as the weighted sum of the imports (Mi
t) of

trading partners i, the weights being the country’s market share (MSi) in each of these
trading partners:

WDt � MSi Mi
t

where MSi � Xii
0/M i

0 is the ratio, in the base year, of the exports of the country to partner
i over total imports of partner i. In the base year, this world demand equals the country’s
exports. Its subsequent growth is not that of total world trade but rather, that of world
trade seen from the perspective of the country, so to speak.

Building this type of indicator is not straightforward. In practice, disentangling prices
and volumes is not easy, as different concepts are used across countries. The data are not
only surrounded by significant uncertainty but also come out with substantial lags and
are subject to large revisions. By the time world demand is properly estimated, the cycle
will have moved on.

From an analytical standpoint, it is tempting to restrict the analysis to manufactures,
which enables leaving aside the (often different) dynamics of services and special factors
such as those related to the energy markets. Yet, in practice, up-to-date data are often
limited to customs flows of overall goods, in US dollars, for a selection of countries
(OECD plus some emerging market countries). Conversion into volumes requires to
make difficult assumptions on the changes in deflators. In addition, a reliable decompo-
sition between manufactures and other goods may not be at hand and data on traded ser-
vices may be incomplete. It is certainly simpler to only look at national accounts data for
goods and services but this may be too much of a shortcut, as it implies long lags and may
be an overly aggregate approach.

How can world demand be forecasted? One useful option in the very short run is to use
the survey data collected from businesses. Their assessment of export prospects and order
books are usually a good predictor of export market growth in the coming quarters. A se-
cond option is to build an overall growth scenario allowing estimation of the future
imports from the various trading partners. This runs into two problems, however. One is
that the accounting framework tends to give a significant weight to countries that are not
key players in world trade, but rather ‘followers’. France for example trades a lot with
Switzerland and relatively little with the United States. But the evolution of US imports is
more informative on world demand, given the spillover effects to France’s other trading
partners. The other problem is circularity, because of trade interactions between coun-
tries. This can be particularly damaging in highly integrated trade zones, such as the euro
area. A third, lighter and possibly more robust option, is to run a regression of world
demand on domestic demand in a few key trading partners, and use the estimated equa-
tion to forecast world demand.
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trend, the assumption of unitary elasticity (	m � 1) is often accepted. The esti-
mated short-run elasticities, and therefore the leaks following positive demand
shocks, also tend to be lower in the presence of a trend term.

A time trend is also sometimes added in the export equation, but for somewhat
different reasons. Indeed, world demand being constructed based on the imports
of the trading partners, it already incorporates the openness trend effect. The role
of a time trend in the export equation is rather to capture any long-running
changes in market shares linked to changes in non-price competitiveness. The
time trend then proxies for product quality lato sensu, which is difficult to mea-
sure. The expected sign of the associated coefficient can be positive or negative,
depending on the circumstances. As for imports, the inclusion of a time trend may
help to accept the hypothesis of unitary long-run elasticity (	x � 1), which may
seem natural. In a forecasting context, however, extrapolating this time trend
may not be warranted, or at least, involves a strong judgement call.

Price or cost competitiveness can be measured in various ways, by comparing
domestic conditions with some average of conditions abroad (Box 5.4). Changes
in competitiveness can amplify or offset changes in demand. Forecasters, however,
often assume that nominal or real exchange rates will remain unchanged going
forward, which implies that forecasted changes in competitiveness are limited.
Then, competitiveness mainly affects forecasted trade flows via the lagged impact
of its past changes, which themselves largely reflect past nominal exchange rate
movements.

While competitiveness clearly influences foreign trade, there is no consensus
on the empirical estimates of the respective elasticities and lags, nor on the
stability of elasticities over time. Econometric estimation usually generates
surprisingly low elasticities, given that the law of one price (premised on perfect
substitutability, however) would imply infinitely elastic flows. This is the case for
long-run elasticities and even more so for short-run elasticities, as shown for
example by Hooper et al. (2000). More generally, such findings may be due to the
fact that equations (5.5) and (5.6) assume that imports and exports depend on
demand but not on supply (which could be the case if for instance imports arise
because of domestic producers’ inability to produce exactly the type of goods
asked by consumers).

Domestic capacity utilisation is therefore sometimes included among the
determinants of manufacturing imports and exports, as a measure of supply con-
straints. If it is high, one would expect more imports than otherwise, implying a
positive coefficient in (5.5). One might also expect lower exports, and therefore a
negative coefficient in (5.6), if indeed domestic producers tend to serve domestic
clients first when they cannot fully satisfy demand. Whether this is actually the
case has to be tested empirically.

5.4 Employment

Employment generally follows activity with a lag. On average, however, employ-
ment grows more slowly than value added, due to the trend productivity gains
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stemming from technical progress. Other factors, notably the cost of labour, may
also affect employment.

From a theoretical standpoint, employment is usually thought of as firms’
demand for labour, in a framework similar to the one discussed above for the opti-
mal stock of capital. The determinants of employment are activity and the real
cost of labour when targeted employment is derived from the profit maximisation
behaviour of firms; or activity and the cost of labour relative to that of capital
when demand is limited and firms minimise costs for a given level of activity.
Technical progress enhancing productivity per head is often simply represented as
a time trend. Employment is assumed to adjust gradually to its targeted level, but
the adjustment process is in principle faster than for the capital stock, labour being
a more flexible input.
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Box 5.4 Competitiveness indicators

In a short- to medium-run perspective, competitiveness is traditionally measured by the
real exchange rate, which can be calculated in a variety of ways, involving prices or unit
costs expressed in the same currency:

● Indices of relative consumer prices are easy to construct and to update, since the data
are readily available for virtually any countries and are published rapidly. A drawback,
however, is that the associated basket of goods and services includes a large share of
non-traded items (though it might also be argued that part of the competitiveness of
a country’s exporters is influenced by domestic costs in its non-tradeable sectors).

● Relative export price indices overcome this problem since by definition they only
cover tradeables. Export price competitiveness is usually computed by comparing
the average of foreign countries’ export prices with national export prices. Import
price competitiveness is obtained by comparing the price of national imports with the
price of domestic production. These measures, however, ignore the trade flows which
are not observed partly because of a lack of competitiveness.

● Relative cost indices are sometimes preferred because they avoid both of the afore-
mentioned problems. The most frequently used indicator is the ratio of unit labour
costs (possibly restricted to manufacturing). This indicator, however, may mismeasure
short-run competitiveness developments as it ignores changes in profit margins. For
example, exporters may prefer to absorb a rise in domestic costs by accepting lower
margins, thereby keeping export price competitiveness constant. The same holds,
mutatis mutandis, for importers. These effects can be substantial in large economies,
especially in the United States, where importers are more inclined to be price-takers
than price-makers. But over the longer run, margins cannot expand or shrink indefi-
nitely, so that cost and price competitiveness tend to move in tandem.

These various indicators can be computed using weights reflecting bilateral competition,
or preferably using a double-weighting scheme that also takes into account competition in
third-country markets (Lafrance and St-Amant, 1999). Indeed, firms in country X may not
export much to country Y but may compete fiercely with firms from country Y in country
Z, which is ignored if only bilateral competition is taken into account. The OECD among
others uses this methodology: for a given country, the procedure calculates the relative
importance of each of its competitors in its domestic and foreign markets (which is deter-
mined by the pattern of supply on these markets), and then weighs it according to the re-
lative share of the different markets in the total demand directed at this country.



Alternatively, the production function can be inverted to yield an employment
equation. In this case, no maximisation behaviour needs to be assumed. The tar-
geted level of employment is then a function of output, the other available factor
inputs and technical progress. The cost of labour does not enter this ‘technical’
relation.

Implicitly, these two approaches assume that labour demand determines
employment (irrespective of labour supply developments) and can be modelled
along the following lines:

	lt � � � �i	lt�i � �i	yt�i � �i	wt�i

� � (lt�1 � 	yt�1 � �wt�1 � �t) � zt (5.7)

where l is employment, y output and w the real cost of labour (all in logarithms),
while t is still a time trend and z a vector of other explanatory variables.

This type of equation usually has private-sector employment on the left-hand
side (or employment in a specific private industry), since public-sector employ-
ment has different determinants. Employment is usually also restricted to wage
earners: the number of self-employed tends to evolve more smoothly, so that in
forecasting it can often simply be extrapolated.

A more delicate choice has next to be made for l between number of employees
and number of hours worked. Forecasting the former is simpler, insofar as it is the
variable that is focused on most in the end. But modelling the number of hours
rather than the number of persons seems more sensible from the standpoint of
firms’ demand for labour. The problem in this case is that average working times
need to be estimated and forecasted in order to derive a forecast for employment.
This is usually done using some more or less robust accelerator-type relationship
between activity and average working hours.

Turning to y, it is usually defined as gross output or value added (restricted to
the business sector if only private employment is modelled). The dynamic
component of equation (5.7) indicates the speed at which employment adjusts to
changes in y. During a cyclical upturn, employment tends to increase with a lag,
and when it does it rises less than y, so that productivity is pro-cyclical: this is
the so-called ‘productivity cycle’. Note, however, that in many countries the take-
off of more flexible forms of employment (such as fixed-term contracts and tem-
porary work) likely renders employment more sensitive to cyclical fluctuations
and hence reduces the length of the productivity cycle. As for investment,
the long-run restriction 	 � 1, which corresponds to constant returns to scale, is
usually tested.

Equation (5.7) features the real cost of labour on the right-hand side, computed
as the nominal cost deflated by producer prices. Alternatively, the relative cost
of labour (compared to the cost of other production inputs) can be used. The
choice between these two options depends on which of the above two analytical
frameworks applies. Empirically, however, it is often difficult to decide which
of the two is most suitable. The cost of labour should normally include the
social contributions paid by employers and employees. The elasticity � measures
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the sensitivity of the demand for labour to its cost over the long run, for a constant
level of production. In the particular case of perfect competition with only two
factors of production (labour and capital), � could also be interpreted as the elas-
ticity of substitution between capital and labour. This kind of identification with
structural parameters is risky, though. In principle, one should go for a consistent
model of the main decisions of the firm (capital and labour demand, price setting),
estimate them simultaneously and jointly identify the structural parameters, pro-
vided of course that this can be done and that the data support the selected theo-
retical set-up.

As noted, technical progress, which increases trend productivity, can be cap-
tured by a time trend. But even in this simple framework, caution is called for: the
interpretation of the coefficient attached to the technical progress term depends
on the exact specification of the equation, and in particular on the presence or not
of the cost of labour among the explanatory variables, as illustrated in Box 5.5.

Box 5.5 Technical progress: three long-run employment relationships

Consider the following three alternative formulations for the long-run employment
target, where e � bt is trend technical progress and b � 0 measures the pace of growth in
productivity per capita:

l � y � e
l � y � e � �(w � e)
l � y � w

The first one does not feature the cost of labour. It assumes constant returns to scale.
Employment simply depends on output, with a unitary elasticity, and on trend technical
progress. This equation would be consistent with an assumption of full complementarity
of the factor inputs or with the inverted production function approach coupled with the
hypothesis that the stock of capital per head is constant.

The second equation is consistent with the maximisation of profits in a perfectly or
imperfectly competitive market, under the assumption of a constant elasticity of substi-
tution between capital and labour �. In this context, when the real wage rises in line with
productivity (w � e), l � y � e (which is the first formulation). The second equation can
be rewritten as l � y � (1 � �)bt � �w. Hence, the coefficient associated with the time
trend is not the pace of per capita productivity growth b, like in the first equation, but
(1 � �)b. The inclusion of the cost of labour thus alters the interpretation of the techni-
cal progress coefficient.

The third equation is a special case of the second one, where it is assumed that � � 1,
as when the production function is a Cobb-Douglas one. Then, the technical progress
term vanishes altogether and the equation boils down to stating that the share of wages
in value added is a constant.

These equations assume ‘disembodied’ technical progress. One could think instead
that technical progress can only bear fruit when embodied in new capital. Then pro-
ductivity growth depends on the speed at which the stock of capital is renewed. A simple
way to take this possibility into account is to test the significance in equation (5.7) of a
variable representing the average age of the capital stock.
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5.5 Prices and wages

Forecasting focuses on a variety of inflation measures, including those associated
with consumer prices, producer prices (possibly disaggregated by sectors), prices of
capital goods, housing prices, import and export prices, and wages (the price of
labour services). There are also different theories of inflation. In a perfectly com-
petitive world, prices adjust to instantly equilibrate all markets at all times. But in
the real world, inflation displays inertia. Theoretical models offer several possible
explanations for price stickiness, including the infrequency of contracting, menu
costs and strategic pricing behaviour in imperfectly competitive markets. Hence,
prices only gradually react to real sector imbalances, even if they do indeed help
redress them over the longer run. In the short run, there can thus be some discon-
nect between real and nominal variables. It should also be stressed that some
prices are much more volatile than others, notably oil and raw material prices as
well as some food prices. This can significantly affect short-run movements in
‘headline’ inflation. Measures of core inflation, which one way or another control
for the high-frequency volatility of some components of the overall price index,
are more stable.

Prices and wages are usually considered jointly, given their high degree of inter-
dependence. Wages are negotiated with an eye on past and expected inflation. At
the same time, prices are influenced by costs – particularly labour costs, which on
average are the single largest component of total costs. More generally, various
prices interact with wages (Figure 5.3). On the supply side feature deflators associa-
ted with aggregates such as value added, gross output and imports. On the demand
side appear deflators pertaining to final consumption, intermediate consump-
tion, investment and exports. The underlying intuition is that on the supply side,
prices are essentially set in light of costs, with firms deciding on the mark-up they
apply – depending on the conditions prevailing in their product markets. On the
demand side, prices depend on what is charged by producers, on the relative
weight of the various components of demand and on mark-up behaviour in the
distribution sector. Figure 5.3 ignores international trade: in an open economy,
one would have to add the influence of foreign prices on import prices (and there-
fore, indirectly, on the other demand prices) and on export prices (insofar as
national producers are price-takers on their export markets).

Wage-price dynamics can be explored in more or less detail. A fairly elaborate
representation can be obtained in a macroeconomic model such as the ones

Figure 5.3 Wage-price dynamics in a closed economy
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Productivity
Unemployment rate
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discussed in Chapter 6, with a distinction between the various sectors and several,
interrelated feedback loops. But in many cases a more parsimonious approach may
do, of the kind illustrated in Figure 5.4. The remainder of this section presents
commonly used models of supply prices, demand prices and wages. None of them
fully accounts for observed inflation, giving practitioners some latitude to pick
and choose the framework that best fits their needs.

5.5.1 Price equations

Supply prices

Starting with supply, a choice has to be made between the value-added deflator
and the producer price index (since the price of intermediate consumption is set
on the demand side, knowledge of one of the two ensures knowledge of the other).
The main difference between these two approaches has to do with the coefficient
associated with intermediate consumption in the price equation. If producer
prices are modelled, this coefficient can be expected to be positive. If the focus is
on value added instead, the coefficient is likely to be zero, or even negative (if
firms react to an increase in the cost of intermediates by reducing mark-ups). For
illustrative purposes, only producer prices are considered below.

The usual assumption is that the equilibrium price is obtained by applying a given
mark-up ratio to the production cost per unit of output. This is consistent with
profit maximisation by producers in a perfectly competitive market (the mark-up is
then nil) or in an environment of monopolistic competition à la Dixit/Stiglitz (the
mark-up then depends negatively on the elasticity of demand). While the mark-up
rate may be constant over the long run, it can fluctuate over the shorter run with the
cycle, and more generally with macroeconomic conditions. A typical equation is:

	ps
t � � � �i	ps

t�i � �i	uct�i � �ict�i

� �(ps
t�1 � uct�1) � zt (5.8)

where ps is the price of output and uc the unit cost of production, both in
logarithms, while c is an indicator of cyclical conditions and z a vector of other
explanatory variables.

In practice, uc is taken to include at least labour costs, but also the cost of the
intermediates (since in this example ps is the price of gross output) and possibly

�i
0�i
0�i
1

Figure 5.4 Reduced forms of the wage–price dynamics
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the cost of the physical capital used (see above). The unit labour cost for instance
is a deflator defined as the wage bill (including employer-paid social contribu-
tions) divided by the volume of output. The various components of costs can be
lumped together, as in equation (5.8), or identified separately, if there are reasons
to think that they are not all passed through into producer prices with the same
mark-up. Econometric tests can help settle this question empirically.

In the long-run term of equation (5.8), prices are indexed with a unitary elasticity
on costs. This is the so-called static homogeneity property. In other words, a lasting
increase in unit costs is ultimately fully passed on, in line with the theoretical
assumption of constant mark-up rates in the long run.

The short-run coefficients �i and �i reflect the speed at which prices adjust to
changes in costs. The lower and more spread-out they are, the slower the reaction
of prices. These coefficients are usually estimated freely, without trying to impose
any a priori theoretical structure on them.

That said, the dynamic homogeneity constraint (1 � �i
1�i � �i
0�i) is some-
times tested. This means that prices and costs are fully indexed over the periods
covered by the lags featuring in the equation. Given that producers tend to deter-
mine their prices with respect to past but also expected cost developments, this
constraint can be interpreted as a sign of economic agents’ ability to form inflation
expectations consistently. Moreover, if the number of lags is limited, the indexa-
tion is fairly rapid. Whether this is so has to be tested empirically.

The variable c features in equation (5.8) because of the presumption that the
state of demand (relative to potential supply) does influence the price mark-up.
Accordingly the coefficients �i are generally expected to be positive, and larger the
greater the responsiveness of prices to tensions in the product market. The upward
pressures on mark-up ratios from strong demand may nevertheless be mitigated
on the supply side. A higher intensity of competition in particular may act as a
drag on mark-ups when the economy is accelerating, as documented by Oliveira
Martins and Scarpetta (2002). The choice of the right indicator is generally guided
by the data, depending on what seems plausible and holds up well econometri-
cally. The following specifications are typically tried out:

● Indicators of the cyclical position in level terms. The rate of capacity utilisation
as captured in business surveys is often tested, as it is available rapidly. It is also
possible to use the output gap (see Section 7.1), although the latter is not
observable and can only be estimated.

● Similar indicators but in first-difference rather than level terms: the intuition is
that shifts in activity or movements in demand, rather than their level, influ-
ence the mark-up.

● It is even possible to introduce these variables in second-difference, or accelera-
tion form, if the econometric results are more robust.

Demand prices

On the demand side, prices can be thought of as set by the distribution sector, as
a function of domestic producer and import prices, according to an equation of



the following sort:

	pd
t � � � �i	pd

t�i � �i	ps
t�i � �i	pm

t�i

� �(pd
t�1 � 	ps

t�1 � �pm
t�1) � zt (5.9)

where pd is the retail price, ps still the producer price and pm the import price
expressed in domestic currency, while z again stands for a vector of control varia-
bles. The static homogeneity condition is 	 � � � 1, which ensures that a lasting
one per cent increase in producer and import prices translates into a one per cent
increase in the retail price. In principle, 	 and � should reflect the shares of demand
met respectively by domestic and foreign suppliers, and it is useful to check whether
the estimated coefficients indeed broadly match these market shares.

5.5.2 Wage equations

Turning to the modelling of wages, the first problem facing the forecaster is to
choose between wage per hour and wage per capita. A priori, the former might
seem preferable. Indeed, if hours worked change one would expect the wage per
capita to move in the same direction. In practice, the choice between the two
options depends largely on how trustworthy the data are. Like in the case of
employment, discussed above, both options can be problematic. Modelling
wages per capita without having working time in the equation may be misleading
when hours worked change significantly, as was the case in France around the turn
of the millennium. But focusing on hourly wages requires to have a reliable mea-
sure of hours, since one generally needs some forecast of wages per capita as well.
However, data on working time are typically unreliable and come out with long
lags. Hence, some analysts prefer to use wages per capita and to ignore develop-
ments in average worked hours. It should also be borne in mind that a given
change in working time may have different effects on productivity and wages
depending on its cause (trend decline, legislated reduction in hours worked,
expansion of part-time work and so on).

A second choice pertains to sectoral coverage and disaggregation. One option is
to take the average wage in the business sector (public sector wages should be
modelled separately, given that they usually behave somewhat differently).
Alternatively, the wage can be modelled sector by sector, so as to show how wage
formation processes differ across sectors. An intermediate approach is to focus on
one robust overall equation (for the business sector or for manufacturing, say) and
to derive sectoral equations as variants, for example by introducing sector-specific
intercepts or trends. This makes sense when sectoral differences are significant but
stable over time (because, for example, of long-run discrepancies in productivity
levels or gains across sectors).

Lastly, it is customary to model gross wages, including the employee-paid social
contributions but excluding those paid by employers, on the grounds that this
corresponds to what wage earners bargain for. But it is sometimes preferable to
reason on total labour cost, or on the contrary, on the wage net of any social
contributions.

�i
0�i
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Phillips curves

In a famous article, Phillips (1958) exhibited a negative relationship, over the long
run, between unemployment and nominal wage growth in the United Kingdom.
Various types of ‘Phillips curves’ have been used in the literature since. A typical
one is as follows:

	wt � c � �i	wt�i � �i	pt�i � �Ut�1 � 	zt (5.10)

where w is the gross nominal wage and p the consumer price index (both in loga-
rithms), U the rate of unemployment and z a vector of other explanatory variables,
typically including import price inflation (somewhat artificially, the notation 	z
instead of z is used here because the explanatory variables are expected to affect
the changes in wages, not their levels – see below). This specification does not
incorporate any long-run equilibrium wage level.

Normally, � � 0: low unemployment translates into high wage inflation, and
vice versa. The value of � indicates how sensitive wage demands are to labour
market tensions. The latter can be captured, alternatively, by a transformation of
U (for instance, log U) or by other indicators, such as the ratio of the number of
unemployed to the number of job vacancies.

Wage earners aim for a certain level of purchasing power, hence their demands
incorporate inflation expectations. In equation (5.10), these expectations are
assumed to depend on the inflation rates observed in the recent past (	pt � i). This
term did not feature in the original Phillips curve and its inclusion is reflected in
the ‘augmented Phillips curve’ label used for equation (5.10) and the like.

When agents do not suffer from any money illusion, a change in the pace of
inflation does not alter their real wage demands. In this case, one would expect
that 1 � �i
1�i � �i
0�i, in other words that wages be fully indexed on prices,
albeit with some lag. This condition means that there is no long-run trade-off
between inflation and unemployment, an intuition dear to many economists. It
has to be met if a NAIRU is to be computed (see Box 5.6). In practice, however,
empirical estimates do not always support this condition, and the forecaster faces
a trade-off between obtaining a better statistical fit and imposing more consis-
tency with economic theory.

Equation (5.10) can be enriched by adding a number of other determinants on
the right-hand side. In some cases, inserting 	U in lieu or in addition to U is war-
ranted. This increases the estimated sensitivity of wages to ups and downs in acti-
vity and may significantly enhance the equation’s fit, in particular when the
labour market is of the insider–outsider type (in which case the wage claims of
the insiders – whose jobs are relatively protected – are not heavily influenced by the
level of unemployment affecting the outsiders but more by changes in the level of
unemployment, which reflect the probability of job loss). A number of more
specific effects can also be taken into account explicitly. One would typically test
for the influence of changes in minimum wages, wages in the public sector, and
tax and social contributions rates. It is also common practice to include dummies
for particular episodes (such as important wage agreements) so as to avoid outliers

�i
0�i
1
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for which there is a good explanation biasing the estimation of the structural
coefficients. But even with such additions, wage equations are often not that
robust, and should be used with caution when forecasting.

The wage curve

Phillips curves have been criticised on theoretical grounds. They are most readily
interpreted as showing the adjustment of wages when the labour market is out of
equilibrium: for instance, when labour is in excess supply, competition for jobs
amongst the unemployed will drive down, or at least slow, nominal wages. But
this walrasian supply-versus-demand logic fails to acknowledge that unemploy-
ment tends to moderate wage claims in more indirect ways, notably by affecting
the probability of job loss for the incumbent workers, which they take into
account when formulating their wage claims. Most modern labour market theories
(including those based on efficiency wages or on bargaining) rather point to a
‘wage curve’ relating the level – instead of the growth rate – of wages to its deter-
minants (Blanchard and Katz, 1999). This leads to the following type of equation:

wt � pt � ��t � 	�t � �Ut (5.11)

where � stands for the productivity of labour. Equation (5.11) is usually described
as a wage-setting (WS) equation. The average wage and the unemployment rate are
negatively related provided � � 0, which one would normally expect. Wage claims
take workers’ productivity into account, with � � 0. If � � 1, changes in produc-
tivity are fully reflected in wage claims, both on the way up and on the way down.
The other relevant variables, featuring in vector �, may be very diverse, potentially
including the unionisation rate (as a proxy for unions’ bargaining strength), the
level of unemployment benefits or more generally of replacement incomes, the
mismatch between demand and supply of skills, the tax and social contribution
wedge (as the difference between the total cost of labour for the employer and the
income after social contributions and taxes received by the wage earner), and the
terms of trade.

Assuming that equation (5.11) properly describes the long-run determinants
of wages, one can insert it into (5.10) and obtain the following dynamic wage
equation:

	wt � c � �i	wt�i � �i	pt�i � 	zt

� �(wt�1 � pt�1 � ��t�1 � 	�t�1 � �Ut�1) (5.12)

This form is more general than the augmented Phillips curves and more consistent
with modern labour market theories.

Combined with a price-setting (PS) equation, a WS equation implies an equili-
brium unemployment rate that differs from the NAIRU obtained from a Phillips
curve (Box 5.6). The merit of the WS/PS approach is that it allows for a richer
model (see Cotis et al., 1998). However, the empirical robustness of equation (5.12)
is far from guaranteed: is � significantly positive, as one would want, and is it
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Box 5.6 The NAIRU and the equilibrium unemployment rate

The NAIRU (non-accelerating inflation rate of unemployment) is the rate of unemployment
compatible with stable inflation. It can be derived from a wage–price loop combining a
mark-up producer price equation and a Phillips curve. For example, keeping the same
variable names as above:

ps
t � wt � �t � zt � � (producer price equation)

	wt � 	pt�1 � �Ut�1 � 	z�t � � (Phillips curve)

where z and z� are variables exerting inflationary pressures (there could be more than one
in each equation), while � and � are constants. For the sake of simplicity, the producer
price ps is assumed to reflect instantly any change in unit wage cost, whereas the wage
w follows consumer prices p with a one-period lag.

Differencing the producer price equation yields: 	ps
t � 	wt � 	�t � 	zt. Define the

wedge between consumer and producer prices, which reflects the influence of import
prices and of indirect taxes, as �. Hence 	pt � 	ps

t � 	�t. Then the producer price
equation in first difference can be rewritten as 	pt � 	wt � 	�t � 	�t � 	zt. Inserting the
latter into the Phillips curve leads to:

	pt � 	pt�1 � � �(Ut�1 � U*)

where U* � (� � 	�t � 	zt � 	z�t � 	�t)/� is the NAIRU

When Ut�1 � U*, consumer price inflation is stable. The NAIRU is inversely proportional
to �, the sensitivity of wages to unemployment. It increases with the difference between
average wage award demands (�) and productivity gains. The NAIRU also depends on the
other variables that exert inflationary pressures, such as changes in import prices or in
taxation. Therefore, U* may vary over the short run.

The concept of the NAIRU has significant implications for policy debates. In principle,
when unemployment exceeds the NAIRU, there can be some scope for macroeconomic
policy to stimulate demand without stoking inflationary pressures on the labour market.
In contrast, if unemployment is at or below the NAIRU, expansionary demand policies
would translate into higher inflation, and the ensuing losses in competitiveness and/or
wealth would have a contractionary effect which offsets the stimulus.

U* as defined above is rather volatile, since transient inflation shocks (changes in 	zt,
	z�t or 	�t) move it around. It is often preferable to abstract from such disturbances, and
to assume that 	zt � 	z�t � 	�t � 0. This yields a long-run NAIRU U** which varies only
with productivity:

U** � (� � 	�t)/�

Moreover, if 	� is added into the above Phillips curve as in the case of a WS formulation,
and if it has a unitary long-run elasticity, then it cancels out in the NAIRU, which then
becomes a constant (�/�).

stable over time? The great diversity of explanatory variables potentially included
in � and influencing the targeted wage may also complicate estimation conside-
rably (L’Horty and Rault, 2003). In practice, it is often difficult to evaluate which
of several specifications is best.
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Turning to the concept of equilibrium unemployment, which is derived by combining
a producer price level equation with a WS curve, one can start for example from the
following long-run relationships:

ps
t � wt � �t � zt

pt � ps
t � �t

wt � pt � �t � z�t � �Ut

Through substitution this leads to:

Ueq � (z� z� � �)/�

In contrast to the NAIRU, the explanatory variables enter the price and wage equations
in level terms, rather that as changes. A permanent shock on oil prices, taxation or any
other variable contained in z or z� will therefore have a lasting impact on unemployment,
instead of a temporary one. The determinants of unemployment are more diverse than
in the Phillips curve framework.

An obvious question is whether the equilibrium rate of unemployment can be consi-
dered as a (long-run) NAIRU as well, in the sense of being the rate compatible with stable
inflation. In a number of studies, the two concepts are in fact implicitly treated as if they
were equivalent. In the ECMs such as those presented in this Chapter, however, equiva-
lence only obtains when dynamic homogeneity holds in all price and wage equations.


